
Yousra Khallou
AI Engineering – Generative AI, LLM/RAG & Data – PFE 2027
End-of-studies internship (6 months) | Available January 2027 | International mobility

Morocco | +212 691373401 | Email | Portfolio | LinkedIn | GitHub

Profile
Final-year engineering student in Data Engineering at ENSAH, with a focus on Data Science and Artificial Intelligence. Experience in AI
Engineering, Generative AI, LLM/RAG, NLP and Deep Learning, from model experimentation to the design of AI applications with Python. Also
experienced in Data Engineering, ETL/ELT pipelines, batch and streaming processing, and data architectures. Seeking a six-month end-of-studies
internship starting in January 2027 in AI, Generative AI or Data.

Education
ENSAH – National School of Applied Sciences of Al Hoceima Al Hoceima, Morocco
Engineering Degree – Data Engineering, final year Sept. 2024 – July 2027

ENSAH – National School of Applied Sciences of Al Hoceima Al Hoceima, Morocco
Integrated Preparatory Classes Sept. 2022 – July 2024

El-Ayachi Qualifying High School Morocco
Baccalaureate in Physical Sciences – French Track, Highest Honors Sept. 2021 – June 2022

Experience
ONCF – National Railway Office Rabat, Morocco
PFA Internship – Data & AI July – Aug. 2026

— Designed an LLM/RAG-based document assistant to query technical documents and generate reliable, source-grounded answers.
— Implemented dense + sparse hybrid search with semantic reranking, Qdrant and PostgreSQL, with evaluation of result relevance.

ShiftBricks Al Hoceima, Morocco
Data & AI Intern July – Sept. 2026

— Contributed to a Legal Intelligence & Regulatory Monitoring platform : developed data pipelines and NLP/LLM solutions for semantic extraction and
multilingual document categorization.

— Developed REST APIs with Python/FastAPI and PostgreSQL, with automated testing (Pytest), containerization and CI/CD practices.

ONDA – National Airports Office Casablanca, Morocco
Intern – Data Engineering & Data Quality July 2026

— Modernized an SSIS pipeline to Apache Airflow and populated a Data Warehouse using a star schema from Oracle and SQL Server.
— Implemented incremental and idempotent ETL with watermarking and MERGE/upsert on +2.3M rows, with quality control and traceability.
— Implemented validation rules, quarantine of erroneous data and Apache Superset dashboards.

ONEE – National Office of Electricity and Drinking Water Casablanca, Morocco
Intern – Data & Electrical Systems July – Aug. 2025

— Analyzed the performance and reliability of National Electrical Dispatching data, optimized queries and checked report integrity.

Projects
MedVQA – Multimodal AI & Explainable Radiology | ViT, BiomedBERT, PyTorch, Grad-CAM

— Benchmarked 6 Deep Learning architectures on VQA-RAD and SLAKE ( 7,000 samples), then designed a ViT + BiomedBERT architecture with
fusion and a dual-head design.

— Conducted comparative performance evaluation with an overall VQA score >72% and analyzed explainability using Grad-CAM, with Flask, Gradio and
Docker interfaces.

Job Intelligent – Data, NLP & Recommendation Platform | Airflow, Spark, dbt, Sentence-BERT, FastAPI

— End-to-end data pipeline : multi-source collection, Airflow orchestration, Medallion Data Lake on MinIO and PostgreSQL star-schema Data Warehouse
with dbt, for 1,756 job offers.

— Developed a recommendation engine based on Sentence-BERT and a salary prediction model (GradientBoosting), exposed via FastAPI and
containerized with Docker.

AI Customer Retention System – End-to-End | XGBoost, DistilBERT, FastAPI, React

— Pipeline combining churn prediction with XGBoost (F1=0.72), multilingual sentiment analysis using DistilBERT EN/FR (96.7%), and hybrid SVD
recommendations + churn/sentiment signals.

— Deployed two FastAPI APIs on Hugging Face Spaces and a React dashboard on Vercel, with rate limiting, API Key and CORS.

TaaSim – Real-Time Urban Mobility & Predictive Intelligence | Kafka, Flink, Cassandra, PySpark, FastAPI

— Distributed Big Data platform with real-time ingestion via Kafka and stateful processing via Flink : GPS normalization, deduplication, demand/supply
aggregation and taxi/passenger matching.

— Low-latency serving with Cassandra, demand prediction using PySpark MLlib, FastAPI API and real-time observability with Grafana.

Technical Skills
Languages : Python, SQL, Java, Spring / Spring Boot
Generative AI & LLM : LLM, RAG, embeddings, hybrid search, semantic reranking, Transformers, NLP
Machine Learning & Deep Learning : PyTorch, Scikit-learn, XGBoost, Deep Learning
AI Engineering : FastAPI, Flask, Gradio, REST APIs, Docker, Git, CI/CD
Data Engineering & ETL/ELT : Pandas, NumPy, ETL/ELT, batch & streaming, Airflow, PySpark, Spark, dbt, Kafka, Flink
Data Architecture & Quality : Data Warehouse, Data Lake, Medallion Architecture, dimensional modeling, data quality, validation rules
Databases : PostgreSQL, SQL Server, MySQL, MongoDB, Cassandra, Qdrant, MinIO
Visualization : Apache Superset, Power BI, Streamlit

Certifications
Machine Learning Process A–Z – 365 Data Science Data Cleaning & Preprocessing – 365 Data Science Introduction to PySpark – DataCamp
Introduction to Docker – DataScientest Data Ingestion with pandas – 365 Data Science

Languages
Arabic : Native language French : B2 Upper-Intermediate English : B1 Intermediate

mailto:khallouyoussra84@gmail.com
https://yousra-khallou.github.io
https://linkedin.com/in/yousra-khallou
https://github.com/Yousra-khallou
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